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Abstract

Crossover interference is an important process in meiosis, and it has long interested biologists.
Several statistical methods have been proposed to detect it. These methods include the NPD ratio,
with its variance estimated using the Delta method. Another method uses a chi-squared goodness
of fit test to detect interference. In this project, we explore these methods, along with several new
ones, including the log NPD ratio, bias corrected NPD ratio, and the exact multinomial test. We
use a simulation study to compare these methods, considering both their Type I Error rates and
their statistical power.
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1 The Delta Method

The Delta Method is a method for estimating the expected value and variance of functions of random
variables. For example, consider g(X,Y) where X and Y are both random variables. Then, we could
estimate g(X,Y") by the quadratic Taylor series expansion about the respective means:
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Then, one may estimate the expected value or the variance of the function of the random variables
by taking the expected value or the variance of the expression above. Note that when estimating the
variance, generally only the first three (linear) terms of the approximation are used.

If we estimate the expected value using only the first three terms of the approximation, we can use
the linearity of expectation. We also know that the partial derivatives are evaluated at (ux, ty), so
they are constants. Thus, the result is:
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because F(X —ux) = 0 and E(Y — uy) = 0. This estimate is merely a point estimate, so it is unlikely
to be particularly useful unless the random variables do not vary much. If the random variables vary
a lot, then this point estimate, which is based on the means of X and Y, is not very reliable because
X and Y are often far from their means.

We can similarly estimate the variance, noting that the variance of a constant is zero. We also need
to use the facts that Var(aX) = a?Var(X), Var(aX + bY) = a?Var(X) + b*Var(Y) + 2abCov(X,Y),
and that Var and Cov are not affected by shifting by a constant.
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Because the approximation for expected value described above is quite basic - effectively, it estimates
using only the zeroth order approximation - the second order terms are often included as what is known
as a “bias correction.” Including these additional terms results in the following formula:
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because E((X — pux)?) = Var(X), E((Y — py)?) = Var(Y), and E((X — ux)(Y — py)) = Cov(X,Y).

2 Crossover and Interference

During meiosis, a diploid cell duplicates its chromosomes and divides twice, yielding four haploid cells.
After the diploid cell duplicates its chromosomes, it has two copies of parent 1’s chromosomes and two
copies of parent 2’s chromosomes. In a crossover, a portion of one of the copies of the chromosome
from parent 1 will bind to, and switch places with, the corresponding portion of one of the copies of
the chromosome from parent 2. Figure 1 and Figure 2 provide an example of a crossover. The black
chromosomes and the capital letters correspond to parent 1 and the red chromosomes and the lowercase
letters correspond to parent 2. The letters represent markers that biologists are able to collect data
about. The blue X in Figure 1 shows the location of the crossover. Figure 2 shows the configuration
of the chromosomes after the crossover.
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Figure 2: After the crossover

When studying crossover and interference, it is useful to examine the configuration of a tetrad - the
combination of the four haploid cells produced by meiosis. There are several possible configurations,
each defined by the markers at the ends of the interval being examined. The parental ditype (PD)
configuration occurs when there are two strands beginning and ending with a marker from parent 1
and two strands beginning and ending with a marker from parent 2. The tetratype (TT) configuration
occurs when all four possible configurations are observed. The non-parental ditype (NPD) configuration
occurs when there are only two genotypes among the four products, none of which correspond to the
genotype of either parent (genotype here refers to the combination of both markers). These three
configurations are shown in Figure 3.
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(a) parental ditype (PD) (b) tetratype (TT) (c) non-parental ditype (NPD)

Figure 3: Tetrad Configurations

Interference has to do with the independence of crossover events. In a scenario with no interference,
crossover events are independent. In other words, each base position along a chromosome has a small
chance, independent of all other base positions, of initiating a crossover. Thus, the number of crossover
events follows a Poisson distribution. In biology, the distance between genes is measured by the map
length X in Morgans, which corresponds to the expected number of crossovers within the interval. For
a single pair of chromosomes, 0.2 Morgans is equivalent to an expected 0.2 crossovers, or 20 crossovers
in 100 meiosis processes. Thus, in a pair of chromosomes of map length X, we expect to see X crossover
events on average. However, we are working with tetrads. A tetrad is two pairs of chromosomes, so
we expect to see 2X crossover events. Recall that the parameter for a Poisson distribution is the same
as the expected value. For this reason, the number of crossover events follows a Poisson distribution
with parameter 2X.

In a scenario with (positive) interference, however, crossover events do not occur independently
and do not follow a Poisson distribution. Instead, the occurrence of one crossover event decreases the
likelihood of additional crossover events nearby. There are several possible methods for detecting the
presence of interference given a dataset of tetrads with markers.

3 NPD Ratio

One proposed way to detect interference is via the NPD ratio. The NPD ratio was proposed by Snow
in [Sno79b] and compares the observed frequency of NPD tetrads with the expected frequency of NPD



tetrads. The expected frequency of NPD tetrads is based on the observed frequency of T'T tetrads and
is given by the following formula:

Fy = % <1 —fr—(1- ;fT)Q/g)

where Fly is the expected frequency of NPD tetrads and fr is the observed frequency of TT tetrads.
In this section, we use capital F' to denote expected frequencies and lowercase f to denote observed
frequencies.

This formula requires several steps to derive. It comes from the biological relationship between
NPD tetrads and TT tetrads. Suppose that k is the number of crossovers that have occurred in a
tetrad. We notate the expected frequency of TT tetrads given that there are k crossovers as Fj, 7. We
use a similar convention for NPD and PD frequencies (i.e. Fy n and Fj p). If k = 0, then the tetrad
is necessarily PD, so Fy.p = 1 and Fyr = Fy, v = 0. If k = 1, then the tetrad is necessarily TT, so
Fir=1and Fy p = Fi y = 0. For all higher k, the following formulas hold:

R =3 (1--3)")

1/1 1
Fop=F.nv==2+(=2)
k, P kN 3<2+( 2)>

These formulas can be proven using induction and the facts from biology that if an additional crossover
is introduced, a PD tetrad will become a TT tetrad, an NPD tetrad will become a TT tetrad, and
a TT tetrad has a 0.25 probability of becoming PD, a 0.25 probability of becoming NPD, and a 0.5
probability of continuing to be T'T. To complete the discussion of Fy, we also need to use the following
formulas for the map length X and the recombination rate R:

X = —%111(1 —2R)

R=Fyn+ Fr/2

Recall that the map length X is the expected number of crossovers within an interval. R is defined
as the recombination rate, or the proportion of the produced chromosomes that are recombinant
chromosomes. A recombinant chromosome is a chromosome that begins and ends with markers from
different parents. Thus, an NPD tetrad includes 4 recombinant chromosomes, a TT tetrad includes 2
recombinant chromosomes, and a PD tetrad includes none. Because all of the chromosomes within an
NPD tetrad are recombinant, and 1/2 of the chromosomes within a TT tetrad are recombinant, we
consider the frequencies of these types of tetrads and multiply by the number of recombinants within
them. For this reason, we can write:

1
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To derive the formula for X, we can also write R in terms of X because we know about the
frequencies with which crossover events create NPD and TT tetrads under the null hypothesis of no
interference. Since crossover events have a Poisson distribution with parameter 2X (recall that this is
because we are working with a tetrad rather than a pair of chromosomes), we can sum the Fj r and
Fy,. n formulas over all possible numbers of crossovers k, remembering to multiply Fj, r by 1/2 because
TT tetrads only include 2/4 recombinant chromosomes. We also need to remember that when k = 0,
there are no recombinant chromosomes, and when k = 1, the recombinant frequency is 1/2. Doing so
results in the following formula:
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Then, we can simply invert to obtain X = f% In(1 — 2R). These formulas are useful for several
reasons. Here, they will help us derive a formula for Fiy. In the section called “The Better Way”, they
will also be useful because they help us estimate X.

Similar to before, because crossover events have a Poisson distribution with parameter 2X (again
because we deal with tetrads rather than chromosome pairs), we can sum the Fj p formula over all
possible numbers of crossovers k. Doing so results in the following:

We can then make use of the formulas above, which relate Frr, Fiy R, and X. Rearranging the formula

for X, we obtain:
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We also know R in terms of Fr and F, so we can write:
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Now we return to the previously derived formula: Fr = %(1 — e 3%). We wish to find a substitute for
e 2%, so we can rearrange to get:
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and then, raising each side to the power of 2/3, we obtain:
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Now we can substitute into the equation for Fi:

1 3
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In our data analysis, we obviously do not have access to the expected value of TT tetrads Fr, so
we cannot directly calculate Fy. However, based on the “plug-in principle”, under the null hypothesis,
the observed frequency of tetratypes fr should be a reasonably good estimate of Fr. And thus, we

estimate: .
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The NPD ratio is then
In fn

N N
Under the null hypothesis, which is that there is no interference, we expect fy = Fl, and thus,
we expect the NPD ratio to be 1. In order to detect interference and establish significance, we need

to calculate the variance of the NPD ratio. An estimate for the variance can be found using the delta
method. We consider fy and fr to be the random variables and say that

I
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We use the fact that fxy and fr come from a multinomial distribution, so Var(fxy) = W,

Var(fr) = @, and Cov(fn, fr) = # Note that these variance formulas are slightly different
from the ones generally used for multinomial distributions because they are variances of frequencies
rather than counts. These variance formulas, in combination with the Delta Method, produce the
following formula:
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where n is the sample size and B=1— (1 — %fT)fl/S. Thus, with a sample size that is large enough
to assume normality, we are able to calculate Z-scores and p-values for the NPD ratio obtained from
a given sample. When the p-value is small, we conclude that interference is present.

This was one of the first tests for interference, and, as noted before, it was proposed in [Sno79b] and
[Sno79a] in 1979. Snow in fact derived a maximum likelihood estimator for both the interval length X
and for an interference parameter &k (note that this is not the same as the interference parameter m,
which is discussed later). He proposed the use of the NPD ratio as a method for approximating the
interference parameter k.

Unfortunately, the assumption that NPD ratios are normally distributed is not especially well
founded. As part of our simulation study, we calculated the NPD ratios for 10000 simulated datasets
with no interference, an interval length of X = 0.2, and sample size n = 1000 and generated the

QQ-plot:
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Figure 4: QQ Plot for NPD Ratios

Figure 4 demonstrates that the NPD ratios do not in fact conform to a normal distribution. The
QQ-plot provides evidence of a right skewed distribution. Thus, we expect that a hypothesis based on
the NPD ratio may be disfunctional. In an effort to resolve this problem, we decided to derive the log
NPD ratio.

4 log NPD Ratio

One of our proposals is to use the natural log of the NPD ratio rather than the NPD ratio in order to
obtain a more normal distribution. This case is very similar to the one above except that

| fx
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Under the null hypothesis we expect that the log of the NPD ratio will be zero (because In(1) = 0),
and we can again estimate the variance using the Delta Method. Doing so, we obtain:
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As with the NPD ratio, when we have a sufficiently large sample size, we can calculate Z-scores and
p-values based on a normal distribution in order to conclude that interference is/is not present.

As with the NPD ratio, we can also generate a QQ-plot to assess the sound-ness of the normality
assumption for the log NPD ratio:
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Figure 5: QQ Plot for log NPD Ratios

In Figure 5, we can see that using the log NPD ratio in place of the NPD ratio improves the
conformity to the normality assumption, but it does not completely solve the problem. Instead, it
results in a slightly left skewed distribution.

5 Bias Corrections

We also tried another possible modification of the NPD and log NPD ratios. When calculating the
NPD ratio and the log NPD ratio, one might estimate the expected value simply using };—Z or ln(};—z).
This estimate corresponds to estimating the expected value based on the first three terms of the
Taylor series approximation. However, as discussed in section 1, using more terms of the Taylor series
approximation may help improve the estimate. These “corrected” estimates are as follows:
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where, as before, B =1 — (1 — %fT)_1/3 and Fl is estimated as a function of fr, namely Fy ~
%(1 —fr—(1- % fr)? 3). In our simulation study, we explore the impacts of using these “cor-
rected” formulas when estimating the mean from our data. To use them, we calculated the NPD

ratio or log NPD ratio and then subtracted the corresponding bias term (i.e. subtract bias =

_ 2 1—-2 —4/3 .
Wﬁv (23?% - 2412%) ) — gi}g\” from the NPD ratio).

6 The Better Way

The “Better Way” was proposed by Franklin Stahl in [Sta08] based on the concern that the NPD ratio
does not use all of the data available. Stahl proposed a chi-square goodness of fit test to compare
the observed counts for each category with the expected counts for each category. To calculate the
expected values for each category under the null hypothesis (i.e. no interference), he suggested use of
the following previously established equations.



First, to estimate the map length, we use the fact that:
1
X = —iln(l —2R)

and estimate using

RZfN-i-f?T

Then, using the estimate of X, calculate:
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We can then convert these expected frequencies to expected counts by multiplying by n. Then,
we use the chi-squared goodness of fit procedure to compare the expected counts for each category
with the observed counts. By calculating a p-value for this test, we can draw a conclusion about
the presence of interference. When calculating the p-value for this test it is important to note that
the degrees of freedom is 1. Ordinarily, for a chi-squared goodness of fit test with three categories,
we would have 2 degrees of freedom. However, we lose an additional degree of freedom because we
estimated one parameter, X, using the data.

One note is that Fiy here is estimated differently than the method used in the sections on the NPD
ratio and log NPD ratio. This method produces slightly different results.

7 Exact Multinomial Test

The chi-squared goodness of fit test is based on the idea that the values of the test statistic approximate
a chi-squared distribution. The exact multinomial test is the exact alternative to the chi-squared
goodness of fit test. Like the chi-squared test, an exact multinomial test compares the counts expected
in each category with the counts observed in each category. Using the probabilities for each category
under the null hypothesis, in our case F, Fr, and Fp, one may calculate the probability of the sample
observed. In addition, one may calculate the probability of all possible shufflings of the data between
the categories of PD, TT, and NPD. The exact multinomial test calculates the p-value by summing the
probabilities of all shufflings that are less likely than the observed data. In the following section, we
provide partial results for the Exact Test. It is somewhat computationally expensive, and its patterns
quickly became obvious, which is why we do not include complete results.

8 Simulation Study Results

To explore these proposals for determining the presence of interference, we ran a simulation study. We
generated samples based on the counting model, in which every mth event is a crossover and the rest
are gene conversions. We tested m = 0, 1, 2, 3, 4, 5, and 10. Note that m = 0 is the case where no
interference is present. We used map lengths of X = 0.2 and X = 0.3. For the type I error calculations,
we generated 1,000,000 samples. For the power calculations, we generated 10,000 samples for each m.
We generated samples with n = 500 and n = 1000. The samples were generated using [Hou].

Based on the m = 0 simulated data, we calculated the Type I error rate under a = 0.05 for each
method.

parameters NPD logNPD BW NPD_corr logNPD_corr Exact zeroes
1 (m=0, X=0.2, n=1000) 0.0678 0.0460 0.0489 0.0689 0.0427 0.0159 0
2 (m=0, X=0.3, n=1000) 0.0595 0.0480 0.0501 0.0610 0.0469 0.0152 0

Table 1: Type I Error Rates when n = 1000



parameters NPD logNPD BW NPD_corr logNPD_corr Exact zeroes

1 (m=0, X=0.2, n=500) NA NA 0.0478 NA NA 0.0146 711
2 (m=0, X=0.3, n=500) 0.0698 0.0460 0.0492 0.0718 0.0418 0.0144 0

Table 2: Type I Error Rates when n = 500

Note that in row 1 of Table 2 there were numerous instances in which there were zero NPDs. In
these situations, all methods except for the Better Way and the Exact Test cannot be calculated.
In these cases, we attempted to calculate the other metrics and their significant values based on the
scenario in which we added one NPD tetrad to the dataset. In many of these cases, the modified data
resulted in the rejection of the null hypothesis. However, sometimes the uncorrected log NPD ratio
based on 1 added NPD led to failure to reject. Because of these problems, we decided to remove this
scenario from consideration when discussing the type I error rate. In situations where there are likely
to be zero NPDs, the Better Way is clearly advantageous because it can still be calculated.

In Table 1 and Table 2, as Stahl predicted, the NPD ratio has a type I error rate higher than the
« level, and even with the bias correction, it continues to over reject. On the other hand, the log NPD
ratio, the bias corrected log NPD ratio, and the Better Way have type I error rates below the a level.
More specifically, in many cases, the logNPD and BW methods are slightly too conservative, while the
corrected logNPD method is even more conservative and the Exact method is extremely conservative.

Unfortunately, the bias corrections did not improve our results in terms of Type I Error rates. In
error, we initially added the bias corrections to the sample estimates of the NPD ratio and log NPD
ratio. In this case, the bias corrections seemed to help a little bit. However, when we corrected our
work so that the bias corrections were subtracted from the NPD ratios and log NPD ratios, the Type I
Error rates became less desirable. It is somewhat unclear what the problem is. However, it seems that
using additional terms in the Taylor Series, while it may be an effective strategy for improving results
when more conventional ratio estimators are used, may not have similar advantages for functions of
random variables in general.

Similarly, we calculated the power based on m = 1, 2, 3, 4, 5, and 10. Because the NPD ratio
(both corrected and uncorrected) causes over rejection of the null hypothesis, its higher power is an
artifact. A test can easily achieve power 1 by always rejecting the null hypothesis. However, such a
test is obviously useless. For this reason, the correct type I error rate is a crucial first criterion for
considering these methods. Thus, we do not consider the NPD ratio (both corrected and uncorrected)
in our discussion of the power.

parameters logNPD BW  zeroes
1 (m=1, X=0.2, n=1000) 0.9230 0.9293 8
2 (m=2, X=0.2, n=1000) 0.9998  0.9999 277
3  (m=3, X=0.2, n=1000) 1.0000 1.0000 1464
4 (m=4, X=0.2, n=1000) 1.0000 1.0000 3247
5 (m=5, X=0.2, n=1000) 1.0000 1.0000 5074
6 (m=10, X=0.2, n=1000) 1.0000 1.0000 9300

Table 3: Power for X = 0.2, n = 1000

parameters logNPD BW  zeroes
1 (m=1, X=0.3, n=1000) 0.9783 0.9789 0
2 (m=2, X=0.3, n=1000) 1.0000 1.0000 0
3  (m=3, X=0.3, n=1000) 1.0000 1.0000 5
4 (m=4, X=0.3, n=1000) 1.0000 1.0000 13
5 (m=5, X=0.3, n=1000) 1.0000 1.0000 63
6 (m=10, X=0.3, n=1000) 1.0000 1.0000 2143

Table 4: Power for X = 0.3, n = 1000

Note that the zeroes column in the tables indicates the number of samples in which there were
no NPD tetrads present. In these cases, all values except for the Better Way and the Exact Test
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become impossible to calculate. For the purpose of calculating the power, we counted these samples as
situations in which the log NPD methods would conclude that interference was present. To verify that
this decision was valid, we calculated p-values for these samples as though there was one additional
NPD tetrad in the dataset. These p-values were below the a threshold. Since adding an NPD tetrad
would make the evidence for interference weaker, it is reasonable to conclude that without this extra
NPD tetrad, the conclusion would continue to be that interference is present.

Table 3 and Table 4 make it clear that for n = 1000, all of these tests are quite powerful. Because
all the tests are quite powerful, we explore some smaller sample size situations to make the differences
in power more dramatic.

parameters logNPD BW  Exact zeroes
1 (m=1, X=0.2, n=500) 0.5726 0.6252 0.4138 320
2 (m=2, X=0.2, n=500) 0.9497  0.9640 NA 1583
3 (m=3, X=0.2, n=500) 0.9959 0.9970 NA 3727
4 (m=4, X=0.2, n=500) 0.9995 0.9997 NA 5696
5 (m=5, X=0.2, n=500) 0.9999 1.0000 NA 7082
6 (m=10, X=0.2, n=500) 1.0000 1.0000 NA 9635

Table 5: Power for X = 0.2, n = 500

parameters logNPD BW  Exact zeroes
1 (m=1, X=0.3, n=500) 0.7715 0.7813 0.5944 0
2 (m=2, X=0.3, n=500) 0.9964 0.9965 NA 23
3 (m=3, X=0.3, n=500) 1.0000  1.0000 NA 86
4 (m=4, X=0.3, n=>500) 1.0000  1.0000 NA 347
5 (m=5, X=0.3, n=500) 1.0000 1.0000 NA 802

Table 6: Power for X = 0.3, n = 500

Note that in Table 5 there was one sample in the m = 2 simulation in which there were zero NPDs,
but the log NPD ratio p-value calculated based on adding a single NPD tetrad was above the o = 0.05
significance level. We chose not to reject the null hypothesis in this case because we did not have this
justification for rejecting it.

In Table 6, m = 10 is missing because it leads to several simulated samples in which fr > 2/3,
which causes several of the formulas to become incalculable.

These tables suggest that the Better Way has an advantage in terms of power.

9 MLE Simulation Study

Maximum likelihood methods seek to estimate parameters by maximizing the likelihood of observing
the data that was obtained. In their paper, [HZM95] describe a maximum likelihood method for
estimating the interference parameter m in the counting model. Using code from [Hou], we performed
the MLE analysis described in [HZM95] on our simulated data.

For the MLE method, a true hypothesis test requires the use of simulations in order to establish
significance. This process is quite computationally expensive, especially if it were done for thousands
of simulated datasets, so we did not conduct hypothesis tests for the MLE method. Instead, we simply
compared the m value found by the MLE process with the real value. Our results can be found in
Tables 7, 8, 10, 9, and 11. Table 7 is the case where the data was generated using m = 0. In this case,
we calculated the percentage of the simulated datasets for which the MLE method is correctly able to
estimate that the best m value is 0. The rest of the tables include the cases in which m # 0.
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parameters perc_incorrect

I (m=0, X=0.2, n=1000) 0.0739
2 (m=0, X=0.2, n=500) 0.1620
3 (m=0, X=0.3, n=1000) 0.0684
4 (m=0, X=0.3, n=500) 0.1531

Table 7: Percent Incorrect via MLE method when m = 0

parameters perc_match perc_withinl perc_nonzero
1 (m=1, X=0.2, n=500) 0.6198 0.9057 0.9378
2 (m=2, X=0.2, n=500) 0.3598 0.8266 0.9992
3 (m=3, X=0.2, n=500) 0.3162 0.5829 1.0000
4 (m=4, X=0.2, n=500) 0.0497 0.3143 1.0000
5 (m=5, X=0.2, n=500) 0.0002 0.0474 1.0000
6 (m=10, X=0.2, n=500) 0.0000 0.0000 1.0000

Table 8: Percent Correct via MLE Method for X = 0.2, n = 500

parameters perc_match perc_withinl perc_nonzero
1 (m=1, X=0.2, n=1000) 0.7750 0.9808 0.9815
2 (m=2, X=0.2, n=1000) 0.5143 0.8784 1.0000
3 (m=3, X=0.2, n=1000) 0.3255 0.8016 1.0000
4 (m=4, X=0.2, n=1000) 0.2861 0.6010 1.0000
5 (m=5, X=0.2, n=1000) 0.0955 0.3546 1.0000
6 (m=10, X=0.2, n=1000) 0.0000 0.0000 1.0000

Table 9: Percent Correct via MLE Method for X = 0.2, n = 1000

parameters perc_match perc_withinl perc_nonzero
1 (m=1, X=0.3, n=500) 0.7340 0.9753 0.9762
2 (m=2, X=0.3, n=500) 0.5095 0.9059 0.9999
3 (m=3, X=0.3, n=500) 0.3496 0.8132 1.0000
4 (m=4, X=0.3, n=500) 0.2697 0.6827 1.0000
5 (m=5, X=0.3, n=500) 0.2048 0.5658 1.0000
6 (m=10, X=0.3, n=500) 0.0759 0.2385 1.0000

Table 10: Percent Correct via MLE Method for X = 0.3, n = 500

ST W N

parameters perc_match perc_withinl perc_nonzero
(m=1, X=0.3, n=1000) 0.8442 0.9980 0.9968
(m=2, X=0.3, n=1000) 0.6685 0.9752 1.0000
(m=3, X=0.3, n=1000) 0.4944 0.9181 1.0000
(m=4, X=0.3, n=1000) 0.3820 0.8340 1.0000
(m=>5, X=0.3, n=1000) 0.2869 0.7273 1.0000
(m=10, X=0.3, n=1000) 0.0737 0.2822 1.0000

Table 11: Percent Correct via MLE Method for X = 0.3, n = 1000

The tables demonstrate that the MLE’s ability to predict the correct m value is quite good for small
values of m. As m increases, the MLE method reliably predicts that the correct m is not zero, but
its ability to predict the exact m value worsens dramatically. Using simulations, one could generate
a confidence interval for each simulated dataset, and then determine whether or not the correct value
is in the confidence interval. Such an analysis would likely be useful, but was too time consuming for
this project.
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10 Exact Test Results and Attempted Modification

Although we did not calculate the power for the exact test in all parameter cases, the results in Tables
5 and 6 suggest that is that it is extremely low powered. The exact test when we use the known value
of X performs as expected, with a Type I Error rate near 0.05. However, when we use the data to
estimate X, the Type I Error rate falls dramatically. In the chi-squared test, we are able to subtract
a degree of freedom from the chi-squared distribution to make up for the fact that we must estimate
X from the data. However, there is no similar option or the necessary theory developed regarding
exact tests. Naturally, when we estimate X using the data, the result is an estimate of X which is a
reasonably good fit for the data. Thus, estimates for Fiy, Fr, and Fp based on this X are also likely
to align somewhat well with the data. As a result, the test is underpowered.

Figure 6 and Table 12 illustrate the disparity between the exact multinomial test with known X
and the exact multinomial test when we estimate X. They were made using the first 10000 simulations
with m=0, X=0.2, and n=1000. In 6, the points in red are the points that are rejected by the exact
test using the known value of X, but are not rejected by the exact test when we estimate X. The plots
demonstrate that when the estimate for X is poor, the exact multinomial test based on the estimated
value of X frequently fails to reject the null hypothesis, even when the exact test based on the true
value of X would. This disparity explains the extremely low Type I Error rate for the exact test with
estimated X.
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Figure 6: Known vs. Estimated X for m = 0, X = 0.2, n = 1000, first 10000 simulated datasets. Red
dots are simulated datasets which are rejected by the exact test with known X, but are not rejected
when estimated X is used.
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Exact Test with Known X

Exact Test with Estimated X interference no interference
interference 159 0
no interference 354 9487

Table 12: Concordance-Discordance Plot for Exact Test with Known X and Exact Test with Estimated
X

In an effort to obtain a Type I Error rate closer to 0.05, we tried an alternative method inspired
by the exact test. The method works as follows:
e Estimate X using the data

e Generate 1000 datasets without interference with the same interval length X (based on the
estimate of X) and sample size n

e For each of these generated datasets, estimate its interval length, notated as X*°
e Use X* to calculate expected frequencies F5;, F;7, and Fp for the generated dataset
o Use F}, 77, and F} to calculate the probability of the generated dataset

e To obtain the p-value, sum probabilities of all generated datasets whose probabilities calculated
via the previous steps were smaller than that of the observed dataset

This test is very similar to the exact test, with two exceptions. First, we do not consider all
possible shufflings between PD, TT, and NPD. Instead, we consider 1000 generated datasets due to
computational constraints. Second, rather than calculating the probability of the generated datasets
based on the Fy, Fr, and Fp estimated from the observed dataset, we calculate the probability
of a generated dataset based on the Fy,, F}, and Fp estimated from the generated dataset itself.
Preliminary results from this method are shown in Table 13.

parameters Type I Error number of trials
1 (m=0, X=0.2, n=500) 0.0510 5000
2 (m=0, X=0.3, n=500) 0.0504 10000

Table 13: Type I Error Rates for Modified Exact Test

While these Type I Error rates are based on a relatively small number of trials, they appear
promising. However, histograms of the p-values calculated via this method are a cause of concern.
They are shown in Figure 7, and clearly do not display a uniform distribution, which is what we would
expect from a test performing as intended. It is unclear what the problem is, and this may warrant
further consideration.
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Figure 7: Histogram of p-values calculated via the modified Exact Test
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11 Comparing Results

In addition to the Type I Error rates and the power, it is interesting to consider the amount of overlap
between the tests. Figure 8 show in the blue the points that the exact multinomial test with known
X rejects, but which the Better Way fails to reject. They also show in orange points which the exact
multinomial test with known X fails to reject, but which the Better Way does reject.

p-value for Exact Test with Known X

p-value for BW

Estimated Length of X

Figure 8: Known X vs. BW for m = 0, X = 0.2, n = 1000, first 10000 simulated datasets. The blue
dots are simulated datasets which are rejected by the exact test with known X, but are not rejected
by the Better Way. The orange dots are simulated datasets which are rejected by the Better Way, but
are not rejected by the exact test with known X.

Figure 8, along with Table 14 demonstrate that even though the Better way and the multinomial test
with known X have similar Type I error rates, there is still considerable discrepancy in the simulated
datasets which they reject. The Better Way still often fails to reject when the estimate for X is poor,
but it is more likely to reject than the exact test with known X for some cases with good estimates of
X.
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Exact Test with Known X

The Better Way interference no interference
interference 254 243
no interference 259 9244

Table 14: Concordance-Discordance Plot for Exact Test with Known X and the Better Way (m = 0,
X = 0.2, n = 1000, first 10000 simulated datasets)

Another interesting comparison is that between the Better Way and the log NPD ratio. The results
of the simulation study demonstrated that these tests perform similarly in terms of Type I Error rates
and power. In Table 15, we can examine the similarities between their results on individual simulated
datasets.

The Better Way

log NPD ratio interference no interference
interference 470 0

no interference 27 9503

Table 15: Concordance-Discordance Plot for The Better Way and log NPD Ratio (m = 0, X = 0.2, n
= 1000, first 10000 simulated datasets)

Table 15 suggests that the Better Way and the log NPD ratio not only have similar Type I Error
rates, but also draw the same conclusion on most datasets.

12 Preliminary Exploration of Parametric Bootstrapping for
NPD Ratios

Another method we tried is related to parametric bootstrapping in the sense that we estimate a
population parameter and then use it to generate datasets to approximate the distribution of the
population. We used the estimated interval length X to generate 1000 samples of the same size under
the null hypothesis of no interference. For each of these randomly generated samples, we calculated
the NPD ratio. Thus, we are able to obtain an idea of the distribution of the NPD ratios under the
null hypothesis. After all 1000 NPD ratios were calculated, we constructed a 95% confidence interval
using the 2.5th percentile and 97.5th percentile. If the NPD ratio calculated from our data fell outside
of this confidence interval, then we concluded that interference was present.

Due to the high computational costs of this method, we were only able to obtain preliminary results,
which are summarized in Tables 16. These preliminary results look promising, but further study
is necessary to confirm that the Type I Error rates are appropriate, consider additional parameter
combinations, and consider a larger number of randomly generated samples.

parameters Type I Error  Power
(m=0, X=0.2, n=500) 0.0542 NA
(m=0, X=0.3, n=500) 0.0499 NA
(m=1, X=0.2, n=500) NA 0.6648
(m=1, X=0.3, n=500) NA 0.7930

= QO N

Table 16: Preliminary Results for Parametric Bootstrap Method (10000 simulated data sets used for
each parameter combination)

13 Conclusion
We revisited the NPD ratio, and found evidence that it has a Type I Error rate that is too large. We

also observed that the distribution of the NPD ratios under no interference is right-skewed rather than
normal, which is likely responsible for the outsized Type I Error rates. We attempted to modify the
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NPD ratio by considering the log NPD ratio. Doing so, we were able to effectively control the Type I
Error rates.

We also considered using the second order terms in the Taylor series approximations for the NPD
ratio and log NPD ratio to improve our estimates. However, we found that including these terms
actually made these methods less effective.

While the log NPD ratio has valid Type I Error rates, it is slightly less powerful than the Better
Way. The Better Way also has the added benefit of being calculable even when the number of NPDs
is 0. An important note, however, is that our findings were based on realistic biological sample sizes of
n = 500 and n = 1000. One could consider scenarios with an unrealistic sample size of, say, n = 10000.
As the sample size gets much larger, the log NPD ratio improves, with Type I Error rates getting
closer to 0.05.

Additionally, while the Better Way continues to provide several advantages, including higher power
and reliable calculability, it is important to note that the Exact Test is not an improvement upon the
Better Way. Although the exact multinomial test is an exact version of a chi-squared test, the Better
Way requires an adjustment to the chi-squared test to accommodate the fact that X must be estimated
from the data. No such accommodation exists for the exact test, leading to low power.

Finally, some computationally expensive methods, such as the MLE method, parametric boot-
strapping, or a modified exact test require more time intensive examination but may be able to yield
desirable results.

14 Notation

Notation meaning
fp  the observed frequency of PD tetrads
fr  the observed frequency of TT tetrads
fn  the observed frequency of NPD tetrads
Fp  the expected frequency of PD tetrads
Fr  the expected frequency of TT tetrads
Fn  the expected frequency of NPD tetrads
F p the expected frequency of PD tetrads after k crossovers
Fi. 7 the expected frequency of TT tetrads after k crossovers
Fi.n the expected frequency of NPD tetrads after k crossovers
B 1—(1-3fp)71/3
X  the length of the interval
R fr/2+ fn

Table 17: Notation

Note: Fy may be estimated using the process for the NPD ratio or the process for the Better Way,
producing slightly different results
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